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W h o  A m  I ?
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Physical Oceanographer 
 
Ph.D. From MIT, 2012


Associate Prof. at Columbia / LDEO


https://ocean-transport.github.io/ 

Core developer of Xarray


Core developer of Zarr


Co-founder of Pangeo


Open Source Advocate

https://ocean-transport.github.io/


Data is at the center of AI/ML. Let’s value data production, curation, and 
infrastructure as a core part of our discipline. 

🤓 


Don’t build a highly customized data platform. 
Leverage modular, open-source components and cloud-style computing. 

Make your users happy. 
😎

Ta k e  H o m e  M e s s a g e s
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T W O  P a p e r S
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https://doi.org/10.1029/2020AV000354

https://doi.org/10.1109/MCSE.2021.3059437

https://doi.org/10.1029/2020AV000354
https://doi.org/10.1109/MCSE.2021.3059437
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SWOT

NISAR



Global Eddy Resolving Simulations 
Chris Hill (MIT) & Dimitris Menemenlis (JPL)



Global Eddy Resolving Simulations 
Chris Hill (MIT) & Dimitris Menemenlis (JPL)



Global Eddy Resolving Simulations 
Chris Hill (MIT) & Dimitris Menemenlis (JPL)

Ocean deformation radius: 10 km  


Required spatial resolution: 1 km

Number of horizontal grid points: 108 

Number of vertical levels: 100

Size of a single scalar field: 40 GB

 
Number of state variables: 10

 
Required temporal resolution: 1 hour 
Number of outputs per year: 105


Raw dataset size: 40 PB 
Compressed dataset size: 1 PB

NH
f



W h at  S c i e n c e  d o  w e  w a n t  
t o  d o  w i t h  A l l  T h i s  D ata ?
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Take the mean!

W h at  S c i e n c e  d o  w e  w a n t  
t o  d o  w i t h  A l l  T h i s  D ata ?
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Analyze 
spatiotemporal 
variability

W h at  S c i e n c e  d o  w e  w a n t  
t o  d o  w i t h  A l l  T h i s  D ata ?
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Machine learning!

Credit: Berkeley Lab

W h at  S c i e n c e  d o  w e  w a n t  
t o  d o  w i t h  A l l  T h i s  D ata ?
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Machine learning!

Credit: Berkeley Lab

W h at  S c i e n c e  d o  w e  w a n t  
t o  d o  w i t h  A l l  T h i s  D ata ?



8 0 / 2 0  R u l e  o f  D ata  S c i e n c e
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6F INDINGS

we got about the future of the data science, 

the most salient takeaway was how excited our 

respondents were about the evolution of the 

ĆHOG��7KH\�FLWHG�WKLQJV�LQ�WKHLU�RZQ�SUDFWLFH��KRZ�

they saw their jobs getting more interesting and 

less repetitive, all while expressing a real and 

broad enthusiasm about the value of the work in 

their organization. 

$V�GDWD�VFLHQFH�EHFRPHV�PRUH�FRPPRQSODFH�DQG�

VLPXOWDQHRXVO\�D�ELW�GHP\VWLĆHG��ZH�H[SHFW�WKLV

WUHQG�WR�FRQWLQXH�DV�ZHOO��$IWHU�DOO��ODVW�\HDUèV�

respondents were just as excited about their 

ZRUN��DERXW�����ZHUH�êVDWLVĆHGë�RU�EHWWHU��

How a Data Scientist Spends Their Day

+HUHèV�ZKHUH�WKH�SRSXODU�YLHZ�RI�GDWD�VFLHQWLVWV�GLYHUJHV�SUHWW\�VLJQLĆFDQWO\�IURP�UHDOLW\��*HQHUDOO\��

ZH�WKLQN�RI�GDWD�VFLHQWLVWV�EXLOGLQJ�DOJRULWKPV��H[SORULQJ�GDWD��DQG�GRLQJ�SUHGLFWLYH�DQDO\VLV��7KDWèV�

actually not what they spend most of their time doing, however.

     

$V�\RX�FDQ�VHH�IURP�WKH�FKDUW�DERYH����RXW�RI�HYHU\���GDWD�VFLHQWLVWV�ZH�VXUYH\HG�DFWXDOO\�VSHQG�WKH�

PRVW�WLPH�FOHDQLQJ�DQG�RUJDQL]LQJ�GDWD��<RX�PD\�KDYH�KHDUG�WKLV�UHIHUUHG�WR�DV�êGDWD�ZUDQJOLQJë�RU�

FRPSDUHG�WR�GLJLWDO�MDQLWRU�ZRUN��(YHU\WKLQJ�IURP�OLVW�YHULĆFDWLRQ�WR�UHPRYLQJ�FRPPDV�WR�GHEXJJLQJ�

databases–that time adds up and it adds up immensely. Messy data is by far the more time- consuming 

DVSHFW�RI�WKH�W\SLFDO�GDWD�VFLHQWLVWèV�ZRUN�ćRZ��$QG�QHDUO\�����VDLG�WKH\�VLPSO\�VSHQW�WRR�PXFK

time doing it.

Data scientist job satisfaction

60%

19%

9%

4%
5%3%

       Building training sets: 3%

       Cleaning and organizing data: 60%

       Collecting data sets; 19%

       Mining data for patterns: 9%
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How do data scientists spend their time?

Crowdflower Data Science Report (2016)



“ D ata  W o r k ”  i n  A I
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“…incentivizing data excellence as a first-class citizen of AI…”



T h e  “ D o w n l o a d ”  M o d e l
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MB   😀

T h e  “ D o w n l o a d ”  M o d e l

object store

a) f ile-based approach

step 1: download step 2: clean / organize

`

file

file

file

b) database / api approach

record

record

record

DBMS

file

file

file

local disk

query

c) cloud approach

object

object

object

cloud region

compute cluster

worker

worker

scheduler

notebook

files

data

figures

step 3: analyze



15

GB   😐

T h e  “ D o w n l o a d ”  M o d e l
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TB   😖

T h e  “ D o w n l o a d ”  M o d e l
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PB   😱

T h e  “ D o w n l o a d ”  M o d e l
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N e v e r  M i n d …
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H o w ?

Let’s “bring the compute to the data”!



U s e  a  “ P l at f o r m ”
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• Scientists’ creativity often exceeds pre-baked capabilities. 
Desire to go under the hood


• What if you want to access data that isn’t included? 
Data catalog is determined by provider, not users


• Platforms are “single instance”: 
Fear of lock-in, possibility platform will disappear


• Who pays? Do resource limitations constrain science?

T h e  T r o u b l e  w i t h  “ P l at f o r m s ”
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O P E N  “ C l o u d ”  A r c h i t e c t u r e

21
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Interactive Computing

O P E N  “ C l o u d ”  A r c h i t e c t u r e
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Interactive Computing

Machine Learning Frameworks

O P E N  “ C l o u d ”  A r c h i t e c t u r e
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Interactive ComputingParallel Computing

Machine Learning Frameworks

O P E N  “ C l o u d ”  A r c h i t e c t u r e
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Interactive ComputingParallel Computing
Analysis Ready Data 

Cloud Optimized Formats

Machine Learning Frameworks

O P E N  “ C l o u d ”  A r c h i t e c t u r e
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Data Provider’s $ Data Consumer’s $

Interactive ComputingParallel Computing
Analysis Ready Data 

Cloud Optimized Formats

Machine Learning Frameworks

O P E N  “ C l o u d ”  A r c h i t e c t u r e



• Community obsessed with efficient data processing. 
 
Founded in 2017. Scientists and software developers coming together. http://pangeo.io/ 
Weekly meeting / seminar. Discourse Forum. Annual meeting. Workshops at AGU / AMS / etc.


• Interoperable Software  
 
Foundation in Open Source Scientific Python: Jupyter, Xarray, Dask, Zarr. Broad ecosystem of 
interoperable packages for analysis, visualization, and machine learning.


• Data and Computing Infrastructure 
 
Deployment recipes for cloud and HPC. Open, public, cloud-based JupyterHubs and Binders 
for Data-proximate computing. PB of analysis-ready, cloud-optimized data stored in public 
cloud (GCS, AWS) and OpenStorageNetwork.

W h at  i s  P a n g e o ?
27



B r i n g i n g  t o g e t h e r  A c a d e m i a ,  
G o v .  A g e n c i e s  &  I n d u s t r y

28



Scientific users / use cases

Open-source software libraries 

HPC and cloud infrastructure• Define science questions

• Use software / infrastructure

• Identify bugs / bottlenecks

• Provide feedback to developers

• Contribute widely the the open source 
scientific python ecosystem


• Maintain / extend existing libraries, 
start new ones reluctantly


• Solve integration challenges

• Deploy interactive analysis environments

• Curate analysis-ready datasets

• Platform agnostic

Agile 
development

👩💻

T h e  P a n g e o  C o m m u n i t y  P r o c e s s

29



T h e  P a n g e o  O p e n - S o u r c e  S ta c k

30

Cloud-optimized storage for 
multidimensional arrays.

Flexible, general-purpose parallel 
computing framework.

High-level API for analysis of 
multidimensional labelled arrays.

Kubernetes

Object Storage

Rich interactive 
computing environment 
in the web browser.

xgcm xrf xhistogram gcm-filtersclimpred

Cloud Services

Domain specific packages

Etc.



P a n g e o - S t y L e  I n f r a s t r u c t u r e
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Compute ServicesData Lakes

Dask Gateway
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Zarr Datasets

Node Pools (Autoscaling)

preemptible 
(spot instance) normal

http://catalog.pangeo.io

http://catalog.pangeo.io


• ARCO data production takes 
time and skill.


• Good ARCO data (COG, Zarr, 
TileDB, Parquet) + S3 obviates 
the need for some APIs / 
services. 


• We need venues for sharing / 
publishing ARCO data

A n a ly s i s - R e a d y ,  C l o u d - O P t i m i z e d  
( A R C o )  D ata  A c c e l e r at e s  S c i e n c e

32

ARCO Data



• We didn’t build very much new stuff; we 
just helped existing, community developed 
tools work together. Open and 
community-driven from day 1. 
Sustainability


• “Power users” always just want direct, 
data-proximate access to the raw data. 
Simplicity


• The same stack is an effective base-layer 
for apps / dashboards / APIs, etc. 
Modularity

S c i e n t i s t s  ❤  P a n g e o
33



A G E N C I E S  U S I N G  P A N G E O

34

Recent talks from the Pangeo Showcase Seminar: https://zenodo.org/communities/pangeo/



A G E N C I E S  U S I N G  P A N G E O
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Recent talks from the Pangeo Showcase Seminar: https://zenodo.org/communities/pangeo/



A G E N C I E S  U S I N G  P A N G E O
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Recent talks from the Pangeo Showcase Seminar: https://zenodo.org/communities/pangeo/



A G E N C I E S  U S I N G  P A N G E O
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Recent talks from the Pangeo Showcase Seminar: https://zenodo.org/communities/pangeo/



P a n g e o  E m p o w e r s  A I / M L  R e s e a r c h

35

• Software for data processing, 
exploration, visualization 


• ARCO data lakes for building 
training datasets


• Infrastructure for collaborative, data-
proximate analytics and model 
development / training
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Limitation: Pangeo today is all about offline data analytics. 
It does not address the needs of online machine learning and direct 

integration with ESMs. 
 
🤔



• AI/ML don’t work without good data. Exploratory analysis and visualization are 
prerequisites to more advanced methods. We need to support this!


• Pangeo provides open-source building blocks for data-intensive science; use these 
however makes sense for MAELSTROM.


• Let’s build a federation of interoperable data and computing services on top of 
generic cloud-style infrastructure. 

S u m m a r y
37

Thanks to our funders!



L e a r n  M o r e
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@pangeo_data
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Extra Slides



• Pangeo partnered with ESGF and 
Google Cloud to provide a new public 
dataset


• > 1 PB and counting


• Data stored in Zarr format


• Google provides free hosting in GCS


• Mirrored on AWS

C M I P 6  C l o u d  D ata s e t
40

https://pangeo-data.github.io/pangeo-cmip6-cloud/



F u t u r e  C h a l l e n g e :  D ata  G r a v i t y

41

“Data gravity is the ability of a body of data to attract applications, services and other data." - Dave McCrory 

 
 
 
 
 

NASA (200 PB)

NOAA BDP


ASDI (incl. CMIP6) 
NCAR Datasets 

etc…
 

 
Planetary Computer 

NOAA BDP


 
 
 
 

Earth Engine 
NOAA BDP

Descartes 

Pangeo

 
 
 

SentinelHub

Climate Change


Atmosphere

Marine


ECMWF

DOE

XSEDE

HECC

NCAR

https://searchdatamanagement.techtarget.com/definition/data


D ata  G r a v i t y
42

What is the stable steady-state solution?

DOE

XSEDE

HECC

NCAR

?



W e  n e e d  a  
g l o b a l  S c i e n t i f i c  D ata  C o m m o n s

43

Edge storage, decentralized web, web3

DOE

XSEDE

HECC

NCAR

?



A R C O  D ata  +  H T T P  ( S 3 )  I s  M o r e  P e r f o r m a n t  
a n d  F l e x i b l e  t h a n  a  B e s p o k e  A P I
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A R C O  D ata  +  H T T P  ( S 3 )  I s  M o r e  P e r f o r m a n t  
a n d  F l e x i b l e  t h a n  a  B e s p o k e  A P I
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https://xpublish.readthedocs.io/ 
Serve dynamically generated Zarr data over HTTP. 
Client can’t tell the difference.

https://xpublish.readthedocs.io/


P a n g e o  F o r g e :  D e m o c r at i z i n g  
A R G O  D ata  P r o d u c t i o n

45

https://pangeo-forge.org/

An open source platform for creating ARCO datasets.

We crowdsource “recipes” for ARCO data from the 
global science community. Cloud automation builds 

the datasets in a scalable and reproducible way.



P a n g e o  F o r g e :  D e m o c r at i z i n g  
A R G O  D ata  P r o d u c t i o n
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https://pangeo-forge.org/

An open source platform for creating ARCO datasets.

We crowdsource “recipes” for ARCO data from the 
global science community. Cloud automation builds 

the datasets in a scalable and reproducible way.



K e r c h u n k :  M a k e  y o u r  L e g a c y  
d ata  l o o k  a n d  F e E L  l i k e  Z a r r

46

• Provides a unified way to represent a variety of 
chunked, compressed binary data formats 
(e.g. NetCDF/HDF5, GRIB2, TIFF, …)


• Allows efficient access to data from traditional file 
systems or cloud object storage.


• Create virtual datasets from multiple files by 
extracting the byte ranges, compression information 
etc. and storing this metadata in a new, separate 
object. 


• Open Spec, python implementation.

https://fsspec.github.io/kerchunk/



Vision: an extensible, interconnected federation of high-
performance ESM data analytics environments
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Data Library

Data Library
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https://medium.com/pangeo


